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Abstract—In sports analytics, tactical visualization is widely used to convey valuable insights. However, due to the complex domain
knowledge and contextual information involved in tactical visualizations, it is challenging for users to connect high-level tactical insights
to corresponding visual patterns. This requires users to engage in a reasoning process to interpret insights within game contexts,
which remains insufficiently supported in existing visual-text linking studies. In this work, we propose InsightChaser, a novel approach
to bridge tactical insights and soccer visualizations through visual-text linking and visual reasoning enhancement. InsightChaser
constructs knowledge graphs to represent both visual elements and contextual game information. Integrating large language models
(LLMs), our approach retrieves relevant visual elements and establishes explicit links with insights. Moreover, InsightChaser utilizes
LLMs to enhance these visual-text links by providing reasoning explanations and visual effects. We further develop an interactive
visualization system that supports navigation and explanation of enhanced visual-text links. Users can explore linked tactical insights
interactively and reason through enhanced visual explanations. We conduct two case studies using real-world soccer data and a user
study to demonstrate the effectiveness of our approach.

Index Terms—Sports visualization, tactical analysis, visual-text linking

1 INTRODUCTION

Sports visualizations can effectively convey tactical insights from com-
plex sports data [39] and are widely used in sports journalism to make
such insights interpretable to a broad audience, leading to a more engag-
ing experience. Despite the use of charts to improve readability, most
fans still struggle to understand tactical articles. The challenge lies
not only in the specialized knowledge required but also in connecting
the textual insights to the visual patterns in the charts. Without clear
guidance, readers often find it difficult to interpret which elements of
the visualization correspond to the tactical explanations.

While recent studies have made significant progress in exploring
visual-text interplay for basic chart types [22, 42], their application to
sports tactical analysis presents unique challenges. Tactical analysis
requires the interpretation of highly specialized domain knowledge
that integrates multifaceted elements, including player dynamics, team
strategies, and evolving spatial relationships. The complexity is fur-
ther compounded by the hybrid nature of sports visualizations, which
combine conventional graphical elements with domain-specific contex-
tual layers. For example, a soccer passing network merges standard
node-link diagrams with the spatial context of a pitch, resulting in
composite representations that demand novel approaches for linking
tactical insights with heterogeneous visual components.

In this work, we propose InsightChaser, a novel method to estab-
lish deeper connections between sports visualizations and tactical in-
sights. We select soccer as our scenario for its complex tactical na-
ture. InsightChaser allows users to interactively explore the insights
with corresponding visual elements. Users can further investigate de-
tailed explanations of tactical insights and corresponding visual effects,
transparently revealing the underlying analytical reasoning processes.
During development, we faced two key challenges.

Bridging tactical insights with visual evidence. Soccer visualiza-
tions encode complex spatial and contextual relationships (e.g., player
positioning, tactical formations), yet clearly decoding this information
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based on the textual insight is difficult due to the abstractness of text.
For example, tracing how abstract conclusions (e.g., "exploited the
left flank") map to specific visual patterns (e.g., features of passing
networks or heatmaps) requires joint interpretation of team perspective
(i.e., which team’s viewpoint is being described), team strategies, and
player roles. However, this contextual information is often omitted
(treated as prior knowledge) or fragmented in the text. To bridge this
gap, structured representations of insights and visual elements are thus
needed to unify domain knowledge with visual-textual correspondence.

Elaborating tactical insights with visual enhancement. Due to
limited knowledge, users often struggle to comprehend how tactical
insights are derived from visual-text links. It requires clear analytical
paths to follow. However, these insights often lack explicit reasoning
paths, making it challenging to explain the complex analytical process.
Moreover, users need intuitive presentations to navigate the linked ele-
ments and understand their role in supporting the insight. However, the
multiple visual elements and associated insights significantly increase
the presenting complexity of the relevant information.

To address the first challenge, we construct a knowledge graph to
represent visual elements and contextual information in a structured
manner. With powerful semantic understanding and rich knowledge,
LLMs are used to interpret high-level tactical insights while retrieving
the entities and relationships stored in the knowledge graph to perform
visual-text linking. To tackle the second challenge, we further utilize
LLMs to explain the insights with analytical paths and enhance them
with corresponding visual effects according to the reasoning process.
Moreover, we design a visualization system to support the navigation
and explanation of linking and enhancement results. This allows users
to interactively explore tactical insights and understand their analytical
reasoning through linked visual elements and enhanced explanations.

In summary, our main contributions are as follows:
⋄ An extensible pipeline that supports linking tactical insights with

soccer visualizations and provides further reasoning enhancement
based on knowledge graphs and large language models.

⋄ An interactive visualization system supporting the exploration and
explanation of tactical insights with enhanced visualizations.

⋄ Case studies and a user study that demonstrate the effectiveness of
our linking and enhancement approach.

2 RELATED WORK

2.1 Sports Data Visualization
Visualization serves as a crucial bridge between complex data and
valuable insights in sports analytics, drawing significant research in-
terests [39]. Researchers employ visualization techniques to support
diverse analytical tasks and address domain-specific needs across var-
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ious sports [13, 55], such as table tennis [19, 49], badminton [10, 25],
baseball [12, 34], basketball [16, 48], and swimming [52].

Soccer, celebrated for its blend of teamwork and individual skill,
has captivated researchers worldwide. Existing studies have explored
specific visual encoding and designed interactive visualization systems
to gain insights and address analytical challenges [7, 39, 50]. For
team tactic analysis, SoccerStories [38] utilized facet visualization
to present metadata and spatio-temporal data from various perspectives.
Beyond coaching applications, visualizations have been applied to assist
players in improving their performance. For instance, PassVizor [51]
modeled players’ event sequences and introduced an interactive system
to display variations in passing actions and the evolution of passing
patterns throughout a game. Similarly, Action-Evaluator [8] proposed
tailored visualizations to connect rich player actions with complex
match situations. Andrienko et al. [2] and Seebacher et al. [41] focused
on player trajectory analysis and designed visualizations to reveal player
movement patterns.

Sports data analytics are not limited to match analysis for experts
but are also prominently featured in leading sports news outlets, such
as Opta and ESPN, for engaging sports fans. These articles utilize data
visualization as evidence and implement data-driven storytelling to
effectively communicate insights to their readers [17]. Current research
focuses on streamlining the authoring process of these reports. For
instance, Fu et al. [15] developed interactive visualization systems,
namely GameViz and LineupViz, which assisted NBA writers in delv-
ing into analytical insights within extensive datasets. Additionally,
SNIL [9] introduced a pipeline that integrates narrative generation with
data chart mapping, providing an automated and structured workflow
for data report creation. Furthermore, efforts have also been directed
towards creating more impactful visual effects. For example, Sporthe-
sia [58] extracted entities from commentary and employed enhanced
encoding techniques to significantly augment the visual impact of sports
videos. These methods focus on helping analysts create data-driven
sports articles. However, improving readers’ understanding of these
articles by connecting textual tactical insights and sports visualization
charts remains an unsolved challenge. To address this challenge, our
research introduces an alignment method that enables interactive ex-
ploration of the relationship between visualization and textual insights,
enhancing users’ understanding of complex sports analytical outcomes.

2.2 Visual-Text Linking
The interplay between visualization and text effectively reveals hidden
insights within complex data [21, 46, 53]. Extensive research on visual-
text linking has inspired numerous downstream applications, such as
data storytelling [43], animation generation [42, 54], visual question
answering [45], and text annotation [20].

Many studies have designed interactive interfaces to facilitate visual-
text linking [3, 31, 57]. For example, Kori [22] explored the design
space of the chart-text relationship and developed an authoring tool that
allows users to interactively create links. Similarly, Charagraph [31]
designs different interaction contexts across three representation levels:
chart in text, separate, and text in chart, forming an interactive system.
Additional research has introduced innovative interactive methods to
enrich user exploration. InkSight [27] offers a sketch-based interaction
that allows users to interact directly with charts to analyze interesting
areas in computational notebooks. Furthermore, structural information
of visualizations tends to yield better performance in linking tasks
[24, 56]. For instance, Data Playwright [43] employs filtered SVG
abstraction as visual input to better capture associations between charts
and natural language commands. Similarly, Cai et al. [6] constructed a
knowledge graph to represent relationships between data objects and
visual elements, enhancing the effectiveness of visual linking.

LLMs, with their extensive domain knowledge and powerful mul-
timodal comprehension capabilities, have also attracted significant
research interest to advance visual-text linking. Recent studies have
leveraged LLMs to establish deeper connections between textual de-
scriptions and visual data. FinFlier [18] utilizes the financial knowledge-
grounded LLMs to bind text and data, adding graphical overlays to data
charts. Data Playwright [43] applies prompt engineering to filter visual
elements based on narration and data tables. These approaches primar-
ily focus on various types of charts. However, sports visualizations

extend beyond conventional chart-based representations and inherently
incorporate contextual elements, such as the field and player position.
Although Metoyer et al. [32] explored a valuable method of visual-text
linking in sports, their approach lacked sufficient consideration of con-
textual information. To address this limitation, our research utilizes
LLMs and integrates knowledge graphs to link contextual elements and
design an interactive system to enhance sports visualizations.

3 BACKGROUND

In this section, we first introduce the background and key concepts
relevant to our work. We then describe a preliminary study conducted
to identify users’ challenges and summarize users’ requirements.

3.1 Background and Concept
Soccer is a team sport where eleven players collaborate on the pitch,
aiming to score goals and secure victory. Player decisions are highly
dependent on the spatial awareness, which has led to the widespread
use of pitch-based visualizations that integrate contextual information
to present data features, such as passing frequency or shot distributions.
Analysts and journalists reveal and interpret these patterns using their
domain knowledge, summarizing them into concise descriptions known
as tactical insights [9]. Thus, we focus on linking these tactical insights
with their corresponding visualizations. The primary contextual infor-
mation involved is described as follows.
• Pitch zones serve as fundamental units for organizing tactical play

and execution, and can be categorized into standard zones (e.g.,
the penalty area) and tactical zones. Existing research [14] defined
tactical zones as three vertical zones (defensive third, middle third,
and attacking third) and three horizontal zones (left wing, central
area, and right wing) parallel to the touch line.

• Player positions define the roles of players within a team, which
are generally classified into goalkeeper, defender, midfielder, and
forward. They can be further specified based on field placement,
such as left-back, right-forward, etc.

• Formation establishes a team’s lineup and playing style in the game,
defining players’ distribution on the pitch. For example, a 4-4-2 for-
mation includes four defenders, four midfielders, and two forwards,
shaping both offensive and defensive strategies.

3.2 Preliminary Study
To explore the challenges users face when interpreting soccer data
visualizations and analytical text, we conducted a preliminary study.
First, we collected visualization-text pairs from various online analysis
articles. Then, we categorized and analyzed the dataset based on the
chart type and content type. Finally, we conducted interviews with
soccer fans to summarize and confirm our findings.

Collection. We collected 204 pitch-based visualizations from soccer
tactical analysis articles published between January 2024 and February
2025 using Google Search. To minimize bias and improve diversity, we
sourced articles from various top leagues (e.g., the Premier League) and
major continental and international tournaments (e.g., Copa América
and the Olympics) across multiple sports media outlets, such as Opta,
The Athletic, Total Football Analysis, and Cannon Stats. For each
visualization, we extracted the corresponding analytical text to form
visualization-text pairs and recorded the title, website, and publisher.

Analysis. We conducted a quantitative analysis of our dataset, be-
ginning with a systematic review of the collected visualizations. This
review focused on key aspects, including information representation,
visualization techniques, and analytical processes. To further cate-
gorize the visualization-text pairs, we recruited three volunteers with
expertise in both data visualization and soccer analytics. They were
first introduced to a structured annotation phase to establish a shared
understanding of the categorization criteria. The volunteers then inde-
pendently labeled each pair based on two dimensions: chart type (for
data visualization) and content type (for analytical text). Any discrep-
ancies were discussed and resolved through a consensus process.

We analyzed the distribution of chart types (Fig. 1(A)) and content
types (Fig. 1(B)) separately. Node-link diagrams, scatter plots, and
heatmaps were the three most common, aligning with standard visu-
alization formats. Arrow-based representations were also prevalent,
mainly for pitch trajectory visualization rather than traditional charts.



Some visualizations combined multiple chart types. Moreover, as most
of these visualizations were event data-based, we classified content into
specific action types such as pass, shot, carry, and touch.
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Fig. 1: Statistics of the collected data. (A) shows the distribution of chart
types. (B) presents the distribution of content types.

Interview. We conducted semi-structured interviews with six soc-
cer fans recruited via public online postings, including four novice
readers of tactical analysis (P1-P4, casual viewers with no formal back-
ground) and two experienced readers (P5 and P6, both PhD researchers
with expertise in soccer data analysis). The interviews began with
general questions about participants’ habits and challenges in inter-
preting tactical visualizations. Next, we presented them with a sample
of visualization-text pairs featuring different chart types and content
types. Participants were instructed to interpret the visualizations using
the corresponding text, following a think-aloud protocol. Finally, we
conducted follow-up discussions to identify where they struggled and
why. The experienced readers were additionally invited to reflect on
their initial learning experiences and the efforts they took to become
proficient. We recorded their thought process and discussions and
summarized them as the following key findings.
F1 Visualization type affects comprehension. All participants agreed

with the classification of chart type and context type, while high-
lighting the impact of chart type on comprehension. Arrow-based
visualizations were the easiest to interpret due to their simple and
intuitive design. In contrast, scatter plots and heatmaps posed
greater challenges, with node-link diagrams being the most diffi-
cult to understand. P3 noted, “Node-link diagrams are common
in video analysis, but their high information density makes them
harder to process.” P5 added, “Combo visualizations help pro-
vide more data features to improve understanding, but too many
overlapping elements make the visualization overwhelming.”

F2 Text presents conclusions with limited reasoning. Text typically
highlights the key takeaways of articles but often omits the un-
derlying reasoning, creating a gap between text and visualization.
Readers are thus required to infer the reasoning process themselves
to achieve a comprehensive understanding. P1 noticed, “While
I can understand the textual insights, I want to see the thought
process and find supporting evidence in the visualization.” P5 re-
flected, “I often had to look up multiple articles with similar types
of analysis and go back and forth between the text and the visuals
to figure out how the conclusions were being drawn.”

F3 Visualizations provide limited contextual information. Soccer
analysis often includes additional contextual details (e.g., a player’s
position or a team’s formation), which are typically absent from
the visualization. This omission makes it harder for readers to
fully understand the tactical context. P4 highlighted, “A player’s
position can change from match to match, which affects their role.
But that kind of information doesn’t show up in the visualization.”
Furthermore, terminology in text complicates comprehension. P3
mentioned, “I only have a rough idea of terms like defensive third
and midfield, so it’s hard to fully understand what they mean.”

F4 Locate visualization with related text needs effort. Participants
reported difficulty in identifying and interpreting visual elements
referenced in the analysis text. P2 noted, “The text often points to
just one part of the visualization, so I have to search for it myself.
When there are multiple things to find, it takes even more time.” P6
reflected, “I struggled to map terminology in the insights to the
visual elements. Terms like ’defensive line’ or ’half-space’ didn’t
immediately translate into what I saw on the chart.”

3.3 Requirement Analysis
Based on the findings of our preliminary study, we summarize the
requirements into six key aspects and categorize them into visual-text
linking (R1-R3) and visual-text enhancement (R4-R6).
R1 Integrate domain knowledge. Domain knowledge encompasses

a deep understanding of soccer terminology, tactics, and other ana-
lytical concepts. Integrating relevant knowledge can help clarify
technical terms, bridging the semantic gap between expert analysis
and reader comprehension effectively.

R2 Incorporate contextual information. Soccer analysis relies heav-
ily on contextual details such as pitch zones and player positions,
which are closely linked to a player’s expected performance. In-
cluding this information provides a more comprehensive analytical
and reading experience.

R3 Highlight linked elements. In soccer analysis, both text and
visualization convey extensive information. Highlighting relevant
parts in both can filter out unrelated details and enhance visual
clarity to help users focus on key insights.

R4 Present reasoning process. Insights are often concluded from
data exploration and observation. Providing the reasoning behind
these insights helps users better understand the analytical process,
making it easier to connect text and visualization.

R5 Integrate additional visual effects. Text often provides insights
beyond what a single visualization can show. To better support
analysis, additional visual elements should be added when needed.
For example, adding a player’s heatmap in a passing network can
better illustrate his positional coverage.

R6 Enable interactive exploration. Users have diverse preferences
when engaging with visual-text analysis. Introducing interactive
exploration allows them to navigate visualizations based on their
interests, enhancing the analytical experience and efficiency.

3.4 Data Description
This work focuses on three common soccer visualization types: passing
networks (node-link diagrams), action heatmaps, and shot maps (scatter
plots). Since the collected visualizations were not fully reproducible
due to limited data access, we constructed visualizations using Stats-
Bomb open data [44] from 83 matches involving 40 teams in Copa
América 2024 and EURO 2024. Each match consists of two main data
components: metadata and event data. Metadata provides contextual
information such as player lists, positions, and team formations, while
event data records detailed in-game actions (e.g., passes, shots, and car-
ries) with timestamps, locations, involved players, and outcomes. The
visual encoding and data processing approaches are presented below.
All data-bound SVG elements are denoted using the <*> format.
• Passing network visualizes the team and player passing patterns

in each match across the full pitch (<path>). Each circle (<circle>)
marks a player’s average passing location, and line (<line>) widths
represent the number of passes between players. We extract pass
events before the first substitution, compute each player’s average
coordinates for both passing and receiving, and count pairwise passes.

• Shot map visualizes each team’s shot distribution throughout all
matches in the attacking half (<path>). Shots are represented by
<circle> elements: open circles for goals and crosses for misses.
Shot events are extracted from event data, mapped to a standardized
attacking direction, and positioned using their starting coordinates
with shooter names from metadata.

• Action heatmap visualizes the intensity of player or team actions in
each match across the full pitch (<path>). The pitch is divided into an
8×12 grid, and the locations of actions (e.g., carry, pass) are extracted
and aggregated within each cell, which is represented as a rectangle
(<rect>) in the SVG. The resulting counts are then normalized to
compute action intensity and encoded using a color gradient.
Each SVG visualization and its relevant metadata serve as the input

into GPT-4o [35] to generate tactical insights. Following the analytical
perspectives (identification, comparison, and summarization) summa-
rized in existing studies [4, 9, 26], for each tactical visualization, the
LLM is prompted to generate both player-level and team-level insights
under each perspective. As shown in Fig. 2, the insight “Montiel fre-
quently supports attackers.” serves as a player-level summarization.
The prompt template is provided in the supplementary materials.
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Fig. 2: The pipeline of InsightChaser. (A) Knowledge graph construction from visualization and context separately, and fusion into a unified knowledge
graph. (B) Visual-text linking performs an LLM-based linking process, including concept extraction (B1), candidate generation (B2), and result
selection(B3). (C) Visual-text enhancement generates explanatory reasoning paths, segments into subinsights, builds an RST tree, and applies
visual effects to form an enhanced visual reasoning path.

4 INSIGHTCHASER

In this section, we propose InsightChaser, a pipeline designed to support
the linking and enhancement of tactical insights and sports visualiza-
tions. InsightChaser consists of three main components (Fig. 2). In
knowledge graph construction, we structure both visualization and
contextual information into a unified knowledge graph. In visual-text
linking, we introduce a multi-step LLM-based analysis to link insights
to corresponding entities in the knowledge graph. Finally, in visual-text
enhancement, we generate explanatory reasoning of insights and apply
visual effects to form an interpretable visual reasoning process. We
employ Neo4j [1] as our graph database and GPT-4o as the LLM.

4.1 Knowledge Graph Construction
Visual-text linking requires effectively capturing relationships among
visual elements [6]. However, sports tactical visualizations often en-
code complex spatial and contextual information, resulting in intricate
relationships among these elements. To address this, InsightChaser first
constructs a separate KG for each tactical visualization. Specifically,
it independently builds a visualization KG from visual contents and a
context KG from metadata, which are then fused into a unified structure
(Fig. 2(A)). This structured representation lays a solid foundation for
subsequent visual-text linking and reasoning tasks.

KG of visualization. To construct a structured representation of
tactical visualizations, we first extract SVG elements from the original
visual content (as detailed in Sec. 3.4), including <circle>, <line>,
<path>, and <rect>. These graphical elements are then assigned to entity
types based on their semantic roles in different tactical visualizations
(e.g., <circle> corresponds to entity Player in passing networks and
to entity Shot in shot maps). Relevant attributes are also extracted,
including average player location and pass count in passing networks,
shooter, result, and location in shot maps, action intensity in heatmaps,
and region bounding boxes for standard pitch zones (e.g., the penalty
area). The entities, attributes, and relations are summarized in Table 1.

KG of context. Contextual information is organized into a knowl-
edge graph to enable integration with visual elements. We define five
types of entities: Player, Team, Position, Formation, and Tactical_Zone
(e.g., middle third-central area). Each entity is assigned a name at-
tribute extracted from the metadata, and for each Tactical_Zone, we
additionally include a region attribute representing its bounding box.
Relationships are used to connect semantically related entities. For
instance, Player entity “Messi” and “Alvarez” are connected to Position
entity “Forward” through the Play relationship (Fig. 2(A)). The detailed
entities and relations are shown in Table 1.

KG fusion. We fuse the two separately constructed KGs for each
visualization based on the information summarized in Table 1. For
the passing network, KGp and KGc are merged by aligning the name
attribute of Eplayer. For the shot map, each Eshot in KGs is linked to a
player in KGc by matching the shooter name with the name attribute
of Eplayer in KGc. For the action heatmap, each Ecell is linked to either

Table 1: Entities (E), attributes, and relations (R) defined in each KG.
KGp, KGs, and KGa are constructed from the passing network, shot map,
and action heatmap, while KGc is constructed from contexts. Attributes
are denoted using variable names. In particular, region specifies the
bounding box (xmin,ymin,xmax,ymax) of each pitch zone. Relations are
expressed as directed triples (E1,R1→2,E2), except for Rpass, which is
undirected to represent passing connections between players.

KG Entities (E): Attributes Relations (R)

KGp

Eplayer: name, xavg, yavg (Eplayer, Rloc, Ezone)
(Eplayer, Rpass, Eplayer)

Eline: count, source, target
Ezone: name, region

KGs
Eshot : shooter, result, x, y

(Eshot , Rloc, Ezone)
Ezone: name, region

KGa
Ecell : intensity, x, y

(Ecell , Rloc, Ezone)
Ezone: name, region

KGc

Eplayer: name
(Eteam, Rhave_player, Eplayer)
(Eplayer, Rplay, Eposition)
(Eteam, Rdeploy, E f ormation)

Eteam: name
Eposition: name
E f ormation: name
Etactical_zone: name, region

Eplayer or Eteam, depending on whether it represents player or team
actions. In all cases, Etactical_zone entities are added to the existing
Ezone set, and the relations are recomputed based on the updated zones.

4.2 Visual-Text Linking
Most visual-text linking methods focus on visual patterns (e.g., trends
or extrema in line charts) derived from data tables. However, tactical
insights are semantic summaries without explicitly defined data fea-
tures. To address this, we incorporate LLMs to semantically interpret
these abstract insights (Fig. 2(B)). Specifically, the linking task is di-
vided into three subtasks: concept extraction, candidate generation, and
result selection. Guided by structured prompts, the LLM first identifies
explicit and implicit entities in concept extraction, then queries the KG
for linking candidates during candidate generation, and finally selects
the best matches to form text-graph pairs as linking results. Prompt
templates are provided in the supplementary materials. Examples of
visual-text linking results are shown in Fig. 3.

Concept extraction. Given the KG schema and the tactical insight
as input, the LLM is guided through a three-step reasoning process
within a single prompt. It first identifies explicit entities based on the
schema (e.g., “Montiel” is identified as a Player entity), then extracts
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Fig. 3: Examples of visual-text linking. (A) presents a passing network.
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implicit entities, which are abstract or context-dependent concepts not
directly present in the KG (e.g., “attackers”), and finally establishes
their semantic relations with the extracted explicit entities (Fig. 2(B1)).
All entities and relations are returned in a structured format.

Candidate generation. To link extracted implicit entities to relevant
nodes or subgraphs in the KG, we use predefined templates to dynami-
cally generate natural language questions for each extracted implicit
entity. Each question follows a fixed structure, with the implicit entity,
explicit entity, and their relation filled into placeholders. As shown in
Fig. 2(B2), Q1 asks for the definition, Q2 explores its semantic rela-
tion to the explicit entity, and Q3 focuses on the contextual interaction
between both entities. The LLM first interprets each question using
domain knowledge, then translates it into executable Cypher to query
the KG, and finally generates explanations for each returned candidate.
This process ensures that all suggested entities are grounded in the KG.

Result selection. To determine the final links for each implicit
entity, the LLM is prompted to reason over the candidate entities using
domain knowledge and select the most relevant one. Based on the
LLM’s selection, we structure the output as text-graph pairs, where
each textual entity is linked to its corresponding entity or subgraph in
the KG. These text-graph pairs are then incorporated into the existing
graph for further visual reasoning.

4.3 Visual-Text Enhancement
Visual-text linking helps users capture key insight concepts in tactical
visualizations. However, clear analytical paths and relevant contexts
are often needed to better understand the summarized insights. To
address this, we introduce a visual-text enhancement process consisting
of two steps: textual reasoning and visual mapping. For each insight,
textual reasoning generates an explanatory narrative, segments it into
subinsights, and organizes them into a reasoning structure based on
Rhetorical Structure Theory (RST) [29]. Visual mapping then assigns
appropriate visual effects to each subinsight to support visual reasoning.

Textual reasoning. The reasoning process significantly improves
users’ comprehension of tactical insights. We first prompt the LLM
to generate explanatory reasoning based on the existing links between

insights and the knowledge graph. To structure the explanation, we
adopt RST to present the semantic relationships between subinsights
in a hierarchical form. Specifically, we segment the explanation into
coherent subinsights [33] and employ the fine-tuned LLaMA-2-70B
model from Maekawa et al. [28] to apply a top-down parsing approach
to construct RST trees. In this tree, the leaf nodes represent segmented
subinsights, while the internal nodes capture rhetorical relations among
them. For example, as shown in Fig. 2(B3), the explanation is seg-
mented into three numbered subinsights. The first subinsight introduces
Montiel’s forward movement. The second is linked to the first via the
“ELABORATION” relation, describing his passing connections. These
two are jointly linked to the third subinsight through the “CAUSE”
relation, which introduces Montiel’s tactical contribution.

Visual mapping. Each subinsight is treated as a normal insight
to undergo the visual-text linking process for text-graph pairs. These
pairs and the RST tree are provided as input to the LLM via structured
prompts to determine appropriate visual effects. We formulate various
visual enhancement effects as callable functions, such as highlight, add,
and cover. Specifically, the highlight function emphasizes existing
elements in the visualization, such as visual markers (e.g., players or
shots), events (e.g., passes), or important pitch zones. The add function
introduces additional contextual information that may be implicit or
missing, such as filters on visual elements, player positions, or team
formations. Lastly, the cover function overlays new visual representa-
tions onto existing content. For example, the distribution of actions,
key space on the pitch, or action heatmaps. These visual effects are
then applied according to the structure of the analytical path, enabling
intuitive visual reasoning.

Fig. 4: Visual effects used in our approach. (A) depicts the highlight type.
(B) illustrates the add type. (C) displays the cover type.

5 VISUAL DESIGN

Our system is designed based on the summarized requirements of
casual fans and contains three views: linking view, enhancement view,
and edit view. Users can explore and establish visual-text links in the
linking view (Fig. 5(A)). Then users can navigate these links and obtain
visual reasoning explanations in the enhancement view (Fig. 5(B)).
Users can further customize visual effects and chat with LLMs in the
edit view (Fig. 5(C)).

5.1 Linking View
The linking view (Fig. 5(A)) consists of three components. The in-
sight view allows users to select textual entities for exploration (R3).
The context view provides relevant contextual information to assist
users in the linking process (R1, R2). The visualization view displays
corresponding visual elements associated with selected insights (R3).

The insight view (Fig. 5(A1)) presents textual insights. We use
distinct colors to represent different entity types to enhance readability:
red for explicit entities and yellow for implicit entities. We also provide
a corresponding legend at the top-right corner for clarity.

The context view (Fig. 5(A2)) uses a node-link diagram to represent
a knowledge graph, which provides relevant contextual information and
associated visual elements. Different colors are applied to distinguish
entities clearly. Directed and undirected links represent relationships
between entities. Additionally, node dragging and filtering are imple-
mented to facilitate user exploration of the knowledge graph.

The visualization view (Fig. 5(A3)) incorporates three main types
of tactical visualization: passing networks, shot maps, and action
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Fig. 5: The system interface of InsightChaser. (A) The linking view supports users in exploring visual-text links with highlighted tactical insights,
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heatmaps. Each visualization is implemented by following established
conventions and widely adopted design practices. The visual encoding
for these tactical visualizations is detailed in Sec. 3.4. To help users
capture the visual context quickly, a clear title combined with the team
name and visualization type is provided. The legends of visual elements
and necessary contexts are placed to the right for clarity.

Interactions of the linking view are as follows.
• Hover over entities. Users can hover over the colored entities in

the insight view to highlight relevant subgraphs in the context
view and linked visual elements in the visualization view.

• Add new links. Users can first brush over unlinked text and then
select one or more relevant nodes in the context view or visual
elements in the visualization view to establish the visual-text link.

• Hover over contexts. Users can hover over nodes or edges in the
context view to reveal detailed properties.

• Filter contexts. Users can click the filter button in the context view
and select specific entity types to refine the displayed contexts.

• Reset contexts. Users can click the reset button in the context
view to restore the default layout.

5.2 Enhancement View
The enhancement view (Fig. 5(B)) presents a visual reasoning path
based on visual-text links (R4). The reasoning path follows an RST
tree structure, with each leaf node represented by a card that displays
linked textual explanations and enhanced visual effects (R5, R6).

RST tree organizes the reasoning steps into a hierarchical tree struc-
ture. We adopt a horizontal layout to make efficient use of vertical
space. Rhetorical relationships between explanations are indicated
using uppercase text labels, while straight lines illustrate the branching
structure. Nodes aligned at the same horizontal level represent ele-
ments at the same rhetorical layer within the tree. To provide users
with contextual guidance, we insert a designated node beneath the root
to briefly introduce the relevant player or team. This representation
provides users with an intuitive navigation of the reasoning process.

Reasoning cards fill each leaf node of the RST tree. Each card has
two parts. The left part contains a linked textual explanation. For visual
consistency, linked entities are labeled using the same visual encoding

as in the insight view. The right part displays a thumbnail preview of the
applied visual effects. To effectively highlight relevant visual elements,
the visualization automatically zooms to the appropriate canvas area,
forming a coordinated overview-detail [11] display in combination
with the linking view. Moreover, we introduce effect labels to denote
the specific type of visual effects, numbered consistently within the
visualization view, allowing users to associate the detailed explanation
with the resulting visual enhancements.

Interactions of the enhancement view are as follows.
• Hover over cards. Users can hover over individual cards to high-

light relevant subgraphs in the context view and corresponding
visual effects in the visualization view.

• Select cards. Users can click on cards to activate or deactivate
visual effects in the visualization view.

• Hover over effect labels. Users can hover on effect labels to
display tooltips, providing specific applied visual effects.

• Hide effect labels. Users can click the hide button to toggle the
visibility of all visual effects and their corresponding effect labels
in the visualization view.

5.3 Edit View
The edit view (Fig. 5(C)) enables users to interactively customize the
visual effects applied to selected visual elements. To reduce the poten-
tial confusion caused by the excessive use of colors in visual effects, we
allow users to exert fine-grained control over individual visual elements.
The edit view lists multiple visual elements as editable objects, each
offering specific style parameters tailored to their characteristics for
precise adjustment. Additionally, the chat view allows users to interact
directly with LLMs. Users can engage in conversations to search for
unfamiliar terminology and quickly access related domain knowledge.
They can also explore contextual information like the team’s playing
styles with richer explanations.

Interactions of the edit view are as follows.
• Pick colors. Users can select and apply colors using the color

picker in the edit view to customize visual elements.
• Input queries. Users can type questions to interact with LLMs

and receive responses in the chat view.



Fig. 6: The pipeline of our first case study. (A) presents the linked knowledge graph in the context view. (B) displays the reasoning cards related to
Tagliafico’s passes. (C) illustrates the passing distributions of Tagliafico and Montiel.

6 SYSTEM EVALUATION

We evaluate InsightChaser through three approaches. First, we per-
formed a model evaluation to quantitatively assess the performance of
our visual-text linking method. Second, we conducted expert case stud-
ies to examine how the system supports visual reasoning and collected
qualitative feedback. Finally, we conducted a user study with soccer
fans to assess the usability and effectiveness of InsightChaser.

6.1 Model Evaluation
To assess the performance of visual-text linking, we conducted a model
evaluation using GPT-4o as the LLM.

Data preparation. We randomly sampled several matches from
the dataset and generated a total of 36 tactical insights covering three
visualization types, following the data generation method described
in Sec. 3.4. Each insight corresponds to a specific combination of
analytical perspective (identification, comparison, or summarization)
and content focus (player-level or team-level), ensuring a diverse range
of tactical interpretations. Using our linking approach, we got 145
visual-text links from these insights. We then invited two experts with
extensive experience in soccer tactical visualizations and expertise in
visual-text linking to validate our generated links. The experts judged
these pairs independently and considered two aspects: whether the
generated links were accurate and whether all relevant concepts had
been extracted completely. Any disagreements between experts were
resolved through discussion to reach a consensus.

Result analysis. The detailed evaluation results are presented in Ta-
ble 2. In our evaluation, accurate linking fully accounts for one-to-many
relationships (e.g., a single entity such as “pass” may correspond to
multiple lines in a passing network). Therefore, incomplete or partially
correct links are considered incorrect. Expert validation identified 122
correct links, resulting in an overall precision of 84.14%. Additionally,
experts found 14 missing links, leading to an overall recall of 89.71%.
Consequently, the final F1-score for the linking evaluation is 86.83%.

We further analyzed model performance across the three visual-
ization types to investigate their influence on linking accuracy, with
detailed results shown in Table 2. The passing network achieved the
highest precision of 84.44%. Given the structural complexity of the
passing network, the high precision indicates effective knowledge graph
construction and interaction between LLMs and the graph. Nonetheless,
specific semantic ambiguities sometimes caused linking inaccuracies.
For example, the phrase “Messi has top connections” is intended to re-
flect all passing interactions from Messi, but the entity “top connections”
is incorrectly linked only to the player with whom Messi interacted
most frequently. The shot map and carry heatmap exhibit relatively
high recall values of 87.50% and 91.84%, respectively, suggesting
effective decomposition of insights. However, their corresponding pre-
cision scores are lower: 82.35% for the shot map and 81.82% for the
carry heatmap. Upon examining these failure cases, we observed that
the LLM occasionally extracted abstract tactical concepts that lacked
concrete visual counterparts. For example, the term “transition play”
refers to a tactical notion rather than any entity type represented in our
KG. This gap highlights the need for introducing visual reasoning.

6.2 Case Study
We conducted our case study and follow-up interviews with two domain
experts, employing a think-aloud protocol throughout the process. The
studies are based on real-world soccer data, as detailed in Sec. 3.4.

Table 2: Metrics (%) of Model Evaluation

Visualization Precision Recall F1 Score

Passing Network 84.44 86.36 85.39
Shot Map 82.35 87.50 84.85
Carry Heatmap 81.82 91.84 86.54

Overall 84.14 89.71 86.83

6.2.1 Case 1: Player positions in passing network

We invited a soccer player (E1) with professional playing experience to
the study. Given his enthusiasm for Argentina and their victory in the
2024 Copa América final against Colombia, he selected this match for
analysis. E1 specifically focused on the passing network (Fig. 5(A3)) to
explore tactical insights related to Argentina’s defenders (Fig. 5(A1)).

Upon interacting with the linking view, the highlighted textual enti-
ties immediately attracted his attention. While hovering over several
automatically extracted keywords, he observed corresponding updates
in the context and visualization views. One particular keyword, “at-
tackers,” attracted his curiosity. Exploring the context view further
(Fig. 6(A)), he noted that “attackers” specifically referred to “Alvarez”
and “Messi.” After reviewing the contextual information, he recognized
both players as forwards and remarked, “The term “attackers” now
explicitly refers to specific players, which helps clarify its tactical mean-
ing.” Nonetheless, he mentioned it was still challenging to directly
infer these insights from the visualization alone.

Therefore, E1 turned to the enhancement view to examine the rea-
soning tree (Fig. 5(B)). Inspecting the reasoning structure, he quickly
noticed differences between Montiel and Tagliafico, despite their shared
defensive roles. Following Montiel’s reasoning path, he inspected the
highlighted passing network and found Montiel interacting frequently
with Messi and Alvarez (the previously defined attackers). He com-
mented, “The labeling of attackers in the passing network is very
clear and intuitive.” Next, exploring Tagliafico’s reasoning path and
passing interactions (Fig. 6(B)), E1 observed that Tagliafico mostly
initiated passes within midfield. When he hovered over “midfield,” the
visualization highlighted the tactical zone (middle third). Then, by
querying “What’s the meaning of a right-back passing frequently in the
middle-third?” in the chat view, E1 remarked, “The chat allowed me
to effectively connect the midfield tactical area with Tagliafico’s role.”
Reviewing the subsequent pass heatmap card, he identified Tagliafico’s
frequent passes initiated from deeper defensive positions and grasped
the player’s tactical style: “Tagliafico passes mostly in deeper areas
and excels at building up play from the back.”

After applying visual effects, E1 noticed the passing network in
the visualization view (Fig. 6(C)) clearly displayed pass distributions
from Tagliafico and Montiel. Within Messi’s circular node, the sector
representing pass counts with Montiel was significantly larger than the
one with Tagliafico, while no sector was present in Alvarez’s circle for
Tagliafico. E1 quickly realized that Montiel contributed more to sup-
porting the attackers through his passes and considered the summarized
reasoning particularly useful, “This summary clearly highlights the
differences between the two players, significantly improving my under-
standing.” Ultimately, E1 agreed that the visual effects automatically
suggested by the LLM effectively aligned with the identified tactical
insights, and he chose to retain them.



Fig. 7: The pipeline of our second case study. (A) presents the insight content. (B) displays Spain’s shot map. (C) shows the linked visual elements
with “finisher”. (D) presents the visual reasoning path, including three rhetorical relationships: ELABORATION, BACKGROUND, and CONCESSION.

6.2.2 Case 2: Team attacks in shot map
We invited the second expert (E2), a die-hard soccer fan with many
years of reading tactical analysis articles, to participate in this study.
Motivated by Spain’s victory in EURO 2024, he selected team Spain to
investigate their shooting performance across their seven matches in
the shot map (Fig. 7(B)) and chose an interesting insight (Fig. 7(A)).

E2 first explored the linked textual concepts. He first hovered over
the highlighted entity “Spain” to view player information in the context
view. Then he switched to the implicit entity “finisher”, and explored
the linked player positions displayed in the context view. He remarked,
“Finisher usually feels like an abstract concept, but here it’s connected
directly to player positions based on domain knowledge.” Following
the links from player positions, he identified specific players labeled
as finishers. Simultaneously, the visualization highlighted shots by
these players (Fig. 7(C)). Observing this closely, E2 noted, “Shots by
finishers indeed represent most of the team’s attempts. The connection
between the text and visualization is so concrete.”

Next, E2 switched his attention to the enhancement view (Fig. 7(D)).
Upon examining the tree structure, he first reviewed the card summariz-
ing Spain’s playing style and expressed agreement with its description.
E2 further noticed that the reasoning tree primarily utilized “ELABO-
RATION” relationships to convey insights. By clicking on individual
cards, he accessed “BACKGROUND” information. Different players’
goals were distinctly color-encoded, and he observed many players
scoring goals but few achieving multiple goals. This strongly supported
the insight regarding Spain’s diverse attacking options. E2 commented,
“This visual effect clearly shows how goals are distributed among play-
ers. It’s intuitive and convincing.” Continuing his exploration, the
user interacted with the subsequent card, which displayed a “CON-
CESSION” relationship. Through iterative interactions, he discovered
that Yamal, identified as a finisher, accounted for a large proportion of
Spain’s shots yet scored only once. This visual observation matched
the textual explanation about Yamal’s low conversion rate. He com-
mented, “I didn’t expect this detail when initially reading the insight.
Yamal’s example strongly supports this insight.” In the edit view, the
user modified the emphasis color of missed shots to red.

Finally, the user asked in the chat view about Yamal’s performance
in EURO 2024. The LLM replied that Yamal had provided four as-
sists during the tournament, indirectly confirming Spain’s collective
attacking style and further enriching his knowledge.

6.2.3 Expert Interview
Following the case studies, we conducted an open discussion to gather
user feedback, summarized as follows.

Usability. Participants provided positive feedback, confirming that
our system effectively supported visual reasoning in tactical visualiza-
tion. First, they appreciated the hover linking and low learning cost. E2
commented, “The relationships among text, context, and visualization
are really clear and easy to explore.” Second, the visual reasoning
process significantly improved their understanding. E1 said, “The vi-
sual reasoning closely aligns with the insight. It effectively supports
and expands the insight.” E2 added, “The visual effects are intuitive.
Sometimes, just seeing the thumbnails helps me understand the text
immediately.” Finally, participants highlighted the additional flexibility
provided by the edit view. Both E1 and E2 actively used this fea-
ture, with E1 commenting, “I can easily adjust styles to my preference,
making it convenient to share insights with others.”

Suggestions. Experts also offered valuable suggestions for further
improvements. E1 proposed an export feature, “It would be great
if the reasoning process could be exported as documents or videos.”
E2 expressed interest in analyzing multiple visualizations simultane-
ously, “Combining multiple charts would help me better understand
relationships between multiple objects and broaden the use cases.”

6.3 User Study
We conducted a user study to further evaluate the system’s usability
and effectiveness from the perspective of soccer fans.

6.3.1 Experiment Setup
Participants and Data. We recruited 12 soccer fans (S1-S12, 9 males
and 3 females) as participants. All participants regularly watched soccer
matches but had limited familiarity with tactical analysis visualizations.
None had participated in the development or previous interviews for
InsightChaser. The user study was conducted under three scenarios
with different matches, passing network and shot map from the earlier
case studies, and a third scenario involving a heatmap visualization.

Procedure. Each study lasted about 50 minutes. We began with
a 10-minute tutorial, introducing the study background, visual encod-
ings used in tactical visualizations, and the interactions of our system.
For each scenario (10 minutes per scenario), participants were asked
to complete tasks following two stages. The linking stage focused
on exploring linked insights and visualizations, including three tasks:
capturing key concepts (T1), finding contextual information (T2), and
locating corresponding visual elements (T3). The reasoning stage
emphasized comprehension of the reasoning process underlying the
tactical insights, specifically involving understanding of the narrative
structure (T4) and describing the enhanced visual effects (T5). During
the process, participants were allowed to freely explore the system and
were encouraged to think aloud. To minimize potential bias caused by
visualization types, we randomized the scenario order for each partic-
ipant. After completing all tasks, participants rated their experiences
for the five tasks (T1-T5) and additionally answered a comparative
question (T6) regarding whether the reasoning stage enhanced their
understanding compared to the simple linking stage. All responses used
a 7-point Likert scale. Moreover, they filled out the System Usability
Scale (SUS) questionnaire [5]. Finally, we conducted a 10-minute
semi-structured interview to collect user feedback. All participants
were compensated according to our school’s guidelines.

6.3.2 Result Analysis
We present the results of the questionnaire in Fig. 8 and analyze them
from two perspectives: usability and effectiveness.

Usability. We calculated the average SUS score, which was 84.38,
placing our system within the top 10% of ratings [5]. Detailed results
are shown in Fig. 8(A). Additionally, we computed separate scores for
usability (86.46) and learnability (76.04), further confirming the ability
of our system [23]. Considering that most participants were soccer
fans without extensive experience using interactive analysis systems,
it is acceptable that some required assistance with system interactions.
Nevertheless, all participants expressed willingness to use our sys-
tem for understanding sports tactical visualization and highlighted the
coherence and relevance of information presented in our system.

Effectiveness. We analyzed users’ task ratings and their feedback,
summarizing the following key findings on system effectiveness.
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Linking lays understanding foundation. Fig. 8(B) illustrates that
participants generally gave positive ratings to the experience involving
visual-text linking tasks (T1-T3). Participants S1, S3, and S7 particu-
larly appreciated the highlighted concepts, noting that these allowed
them to quickly grasp essential keywords and initiate analysis. However,
S10 raised a concern, “Highlighted concepts drew my attention, but
sometimes distracted me from fully understanding the original mean-
ing.” Regarding contextual information, participants praised the hover
interactions starting from key concepts, with S4 mentioning reduced
cognitive load and S12 appreciating the smooth exploration across
views. All participants positively agreed with the linked visualizations.
Specifically, S7 emphasized, “the linking is precise and intuitive, help-
ing me quickly find relevant visual elements.” Despite the generally
positive feedback, S2 pointed out his confusion, “Although these in-
teractions help me identify keywords, they only clarify the sentences
rather than truly helping me understand the deeper insights.”

Reasoning leads to deeper comprehension. The experience when
exploring reasoning-related tasks (T4-T6) was well-received overall
(Fig. 8(B)). Participants indicated that the textual explanations effec-
tively structured the reasoning narratives. S11 appreciated the struc-
tured tree representation and clearly labeled relationships, noting that

“this clearly helped me break down and understand the explanations”.
However, S8 felt that when linking alone was already clear to interpret
insights, the reasoning part mainly served as a confirmation rather than
providing additional insights. S3 positively highlighted the thumb-
nail visualizations within reasoning cards, which provided concise
overviews of enhanced visual effects. S6 appreciated how visual en-
hancements closely matched textual explanations, “These visual effects
made insights more concrete in the visualizations.” Most participants
agreed on the necessity and effectiveness of visual reasoning, with S5
and S2 specifically noting, “The enhancement view provided deeper
logical chains and substantially improved tactical understanding.”

7 DISCUSSION

In this section, we discuss our work from two aspects as follows.

7.1 Visual Reasoning in Sports Tactical Visualization
Extensible pipeline. InsightChaser integrates structured knowledge
graphs with LLM-based reasoning to build an extensible, modular
framework. This extensibility is demonstrated in three main aspects:
1. Expanding visualization types. Although tactical visualizations
differ greatly in structure and visual encoding, our methodology readily
adapts to various formats by adjusting the knowledge graph schema and
LLM prompting strategies. 2. Incorporating richer data. Contextual
information such as team tactical patterns and player styles can be
embedded to enable more tailored analytical approaches. 3. Enhancing
visual effects. By incorporating existing research (e.g., sports-related
enhancements from [38]), the framework continues to broaden both
analytical perspectives and presentation quality. Built on the synergy
between knowledge graphs and LLMs, this framework design leaves
ample room for integrating future composite tactical visualizations.

Generalizability. InsightChaser currently focuses on pitch-based
soccer visualizations. Many other sports, such as badminton and basket-
ball, also involve contextualized tactical visualizations. Constructing
KGs using these sport-specific data can adapt to different domains.
However, handling highly customized visualizations (e.g., complex
glyphs) remains challenging. Developing a comprehensive represen-
tation of such visualization is a promising direction for improving
cross-sport applicability. Beyond sports, our approach generalizes to

domains such as finance and experimental sciences, where high-level in-
sights are often inferred from visualizations without explicit references
to chart elements in some scenarios. In addition, it may generalize to re-
lated tasks such as chart question answering [30], chart generation [45],
which require aligning visual elements with textual insights.

Applicability. InsightChaser is designed for casual soccer fans and
novice report readers who may struggle to interpret complex visualiza-
tions in tactical analysis articles. While the visualizations and insights
in our study are automatically generated from data, this setup is not
intended to simulate content creation. Instead, it allows us to control
the availability of underlying data (e.g., detailed event records) and
contextual information (e.g., player positions), which are essential for
building knowledge graphs and performing visual-text linking. When
such structured data is accessible, users can directly upload visualiza-
tions and textual insights to use InsightChaser for visual reasoning and
exploration, without requiring synthetic generation.

7.2 Knowledge Graphs and LLMs Integration
Knowledge graph integration. InsightChaser treats the KG as a
structured repository of visual and contextual information to support
linking, rather than as interpretable knowledge. This design choice
limits its ability to reason effectively in context-sparse scenarios [37].
Existing methods have explored combining search engines [40] and
encoding additional textual data [36] to enrich external knowledge
bases. However, due to the large scale of sports data and the complexity
of tactical interpretation, integrating such knowledge requires rigorous
validation, which remains an important direction for future work.

LLM performance. While our evaluations demonstrate generally
reliable performance, LLM-based visual-text linking still faces several
challenges. First, the model may extract irrelevant implicit entities or
phrases that cannot be grounded in visual elements, leading to failure
cases. To mitigate this, we provide detailed definitions and examples
of implicit entity types in the prompt to guide extraction. Further im-
provements may be achieved by collecting more annotated tactical
insights and fine-tuning a dedicated model. Second, the LLM is prone
to hallucination when handling unfamiliar players or uncommon tacti-
cal terms, due to insufficient training coverage and limited contexts in
the KG. Expanding the KG with richer data and context as an external
knowledge source is a potential solution to improve grounding and
reduce hallucinations. Third, the LLM lacks internal mechanisms to
evaluate the plausibility of the results [47]. For example, the LLM fails
to refine or reject the result when all generated queries fail. Introduc-
ing agent-based architectures with validation or re-querying strategies
offers a promising direction for improving robustness.

In addition, InsightChaser leverages the advanced capabilities of
GPT-4o throughout the pipeline. While effective, this reliance intro-
duces instability due to model updates and limits the transparency of its
behavior. Developing a unified framework or training an open-source
LLM presents a potential solution to improve system stability and re-
duce reliance on black-box models. What’s more, in our evaluation, we
used the LLM-generated insights as input. While these insights were
designed to ensure diversity across analytical perspectives and content
levels, and were validated through expert feedback, it remains an open
question how well they reflect the visualizations and how they differ
from insights produced by real-world analysts. Addressing this requires
collecting a large corpus of expert-authored insights and developing
metrics to evaluate their quality across dimensions such as accuracy
and specificity. This presents a promising direction for future research
on the evaluation of LLM-generated data insights.

8 CONCLUSION

We introduced InsightChaser, a novel approach to bridge tactical in-
sights and soccer visualizations through visual-text linking and reason-
ing enhancement. By integrating knowledge graphs and large language
models, our method establishes explicit visual-text links and further
enhances them with explanatory reasoning paths and corresponding
visual effects to form interpretable visual reasoning. This enables fans
to directly link abstract textual insights to contextualized sports visu-
alizations, deepening their engagement. An interactive system further
supports navigation and explanation. Case studies and a user study
demonstrate the effectiveness of our approach.
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